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Abstract—We present H-GLIVO, a hierarchical GNSS-LiDAR-
Inertial-Visual SLAM framework built upon FAST-LIVO2 to
address accumulated drift in long-distance operations. Our core
contribution is a bidirectional tightly-coupled architecture: the
front end directly injects spatiotemporally aligned, robustly gated
GNSS measurements into the IESKF update for low-latency drift
suppression; concurrently, the back end employs a short sliding-
window factor graph to jointly optimize multi-sensor constraints,
ensuring local consistency and bounded computational cost via
marginalization. Crucially, we propose a back-end-guided correc-
tion mechanism that asynchronously reconstructs the front-end
voxel map and rectifies the state using the globally optimized
trajectory, fundamentally eliminating accumulated error even
during GNSS outages. Extensive evaluations on challenging large-
scale urban and tunnel datasets demonstrate that H-GLIVO
yields substantial improvements in localization accuracy and
mapping consistency over established baselines.

Index Terms—SLAM, Multi-Sensor Fusion, Factor Graph
Optimization, Backend-Guided Correction, Robust GNSS Fusion

I. INTRODUCTION

Long-term autonomy in complex environments such as
urban canyons and transport networks demands three core
SLAM properties: high-rate local state estimation, unbiased
alignment to a global geographic frame, and sustained trajec-
tory–map consistency.

Modern front ends are predominantly direct-method
LIO/LIVO systems. FAST-LIO2 couples LiDAR point-to-
plane residuals with IMU preintegration in an error-state
Kalman filter, achieving efficient frame-to-map registration on
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high-frequency point clouds [1]. FAST-LIVO2 augments this
by fusing photometric patch residuals into a unified voxel map
via sequential updates [2]. Feature-based alternatives like LVI-
SAM jointly optimize sparse features with IMU data [3], while
the R3LIVE family integrates color with geometry to enhance
map fidelity [4].

Because odometry integrates relative measurements, its er-
ror grows with distance. A front end with occasional loop
closures cannot maintain absolute alignment. GNSS offers
absolute anchors, yet naive fusion of receiver solutions of-
ten introduces noise and discontinuities, degrading the high-
fidelity relative motion estimate.

Factor-graph frameworks such as iSAM2, combined with
on-manifold preintegration, provide a principled basis for
scalable, multi-sensor optimization [5]–[7]. The challenge thus
shifts from whether to fuse GNSS to how. The crucial task is
to inject absolute GNSS information into the high-rate front
end with precise timing, statistically sound weighting, and
strict frame consistency, all without compromising numerical
stability or map continuity [8].

GNSS–SLAM integration follows three main paths. State-
level loose coupling merges receiver poses with LIO states, but
struggles with poor satellite visibility [8]. Raw-measurement
tight coupling fuses pseudorange and carrier phase data, offer-
ing robustness but demanding complex signal processing and
initialization [9], [10]. Factor-graph joint optimization, which
converts RTK/PPP solutions into probabilistic constraints, of-
fers a practical balance [11]–[13]. Success, however, hinges on
overcoming critical implementation gaps: information latency
from back-end to front-end, robust gating of outlier measure-
ments, and consistent management of coordinate frames and
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their uncertainties [2], [8], [9], [11], [13].
To address these challenges, we propose H-GLIVO, a Hi-

erarchically Tightly-Coupled SLAM system built upon FAST-
LIVO2 [2]. We overcome the limitations of single-stage fu-
sion through a bidirectional architecture integrating multi-
level GNSS fusion. First, the front-end IESKF directly in-
gests GNSS observations filtered by Mahalanobis distance
gating, providing low-latency drift suppression and robust
outlier rejection. Concurrently, the back end maintains a Short
Sliding-Window Factor Graph that jointly optimizes multi-
source constraints; by marginalizing old states, this structure
ensures computational efficiency and preserves local trajectory
consistency, preventing local deformations caused by rigid
global constraints. Finally, to close the loop, we employ
a Back-End-Guided Front-End Correction mechanism. This
feeds the globally optimized trajectory back to the front-end
to asynchronously reconstruct the local voxel map and correct
the system state, fundamentally eliminating accumulated errors
and map ghosting during long-duration operations.

In summary, our main contributions are as follows:

1) Hierarchical Tightly-Coupled Architecture Based on
FAST-LIVO2: We propose a novel strategy that simul-
taneously integrates GNSS into the front-end IESKF
and the back-end short sliding-window factor graph,
balancing real-time drift suppression with high-precision
global smoothing.

2) Short Sliding-Window Factor Graph Optimization:
We introduce a short sliding-window back end that fuses
global GNSS constraints while using marginalization to
bound computational cost and maintain local consis-
tency.

3) Back-End-Guided Active Correction: We design a
mechanism that continuously refines the front-end voxel
map using back-end optimization results, actively sup-
pressing map deformation to ensure long-term mapping
quality.

4) Extensive Validation and Open Source: Experiments
on large-scale datasets (tunnels, urban canyons) demon-
strate superior accuracy and robustness under GNSS-
degraded conditions. We will open-source the code to
facilitate community development.

II. RELATED WORKS

We review three intertwined topics: high-frequency front-
end odometry; drift mitigation via loop closure and GNSS
integration; and the front–back information exchange that
reveals key architectural gaps.

A. High-Frequency Front-End Odometry

Front ends estimate relative motion using direct or feature-
based methods. Direct methods like FAST-LIO2 and FAST-
LIVO2 couple LiDAR geometric and visual photometric resid-
uals with IMU data in an IESKF, registering raw sensor
data against an incremental voxel map [1], [2]. Feature-based
methods like LVI-SAM and R3LIVE jointly optimize sparse
geometric and visual features with IMU measurements [3],

[4]. Both paradigms temporally integrate relative observations,
causing inevitable error accumulation. Designed for local con-
tinuity, they lack an intrinsic absolute alignment mechanism
and depend on external modules to correct global drift.

B. Drift Mitigation via Loop Closing

Loop closing imposes long-range relative constraints to cor-
rect drift and preserve map topology. Global descriptors like
Scan Context enable efficient, rotation-invariant retrieval [14].
Local descriptors like STD and BTC use viewpoint-invariant
geometric primitives to achieve high recall under sparse over-
lap [15], [16]. This approach is limited as its constraints are
relative, its updates are asynchronous with latency that grows
with map size, and it requires physical revisits, which are not
guaranteed in all scenarios.

C. Drift Mitigation via GNSS Integration

GNSS provides absolute position anchors. Architectures
range from state-level loose coupling to raw-measurement
tight coupling and factor-graph joint optimization [8]–[13].
The ultimate performance hinges on two implementation de-
tails often relegated to the back end. First is observation quality
control, requiring temporal checks, kinematic prediction, and
Mahalanobis gating with robust losses to reject outliers [9],
[13], [17]. Second is frame consistency, demanding precise
LLA-to-ENU conversion, ENU–odometry alignment, and co-
variance rotation [10]. Placing these processes in the back end
creates a temporal gap, preventing immediate correction in the
subsequent frame-to-map registration.

D. Front-End and Back-End Interaction

Modern SLAM architectures separate a high-rate front end
from a factor-graph back end that leverages tools like iSAM2
and on-manifold preintegration [5], [7], [8]. A structural limi-
tation is the information flow’s latency and asymmetry. Back-
end corrections apply infrequently to historical nodes, leaving
the front end to register new data against a drifting prior. This
creates a temporal inconsistency between the local and global
estimates. Our work addresses this by moving GNSS quality
control and frame conversion forward, producing low-latency
residuals for immediate front-end updates. This mechanism
transforms absolute anchoring from a delayed, historical fix
into continuous guidance for ongoing estimation and mapping.

Moreover, unlike backend-centric correction schemes that
mainly refine historical poses in the optimizer [8], [13], H-
GLIVO closes the correction loop to the active front end.
Specifically, the optimized trajectory is used to reconstruct
a temporary voxel map and perform registration-refined state
correction with atomic map replacement, so that subsequent
scan-to-map registration is carried out against a corrected local
prior rather than a stale drifting map.

III. METHODOLOGY

A. System Overview

The system is architected into three concurrently running
components: the front-end LIVO, an online trajectory align-
ment module, and a back-end factor-graph smoother. As shown
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in Fig. 1, the front end fuses IMU, LiDAR, and visual data
to provide high-rate state estimates. The alignment module
continuously computes the rigid-body transform between the
local odometry frame and the global GNSS ENU frame.
This enables two critical data streams: (1) the aligned GNSS
measurements are fed back to the front-end IESKF for direct,
low-latency correction; and (2) the same GNSS measurements,
together with IMU pre-integration and local odometry, are
supplied to the back end for high-accuracy smoothing. The
back-end optimization then triggers a correction that updates
the front-end state and its voxel map, thereby ensuring global
consistency.

Fig. 1. Overall architecture of the proposed H-GLIVO framework.

B. Front-End LIVO with Direct GNSS Correction

The front end is built upon the robust and efficient FAST-
LIVO2 [2] framework, which employs an IESKF to tightly
fuse measurements from IMU, LiDAR, and a camera. We
extend this framework by directly incorporating GNSS mea-
surements into the filter’s update stage.

1) IESKF Framework: The system state x is defined on the
composite manifold M = SO(3)×R

16 with a total dimension
of 19:

x =
[
R p v ba bg g t−1

e

]�
(1)

where R ∈ SO(3) is the orientation, p ∈ R
3 is the position,

v is the velocity, and g is the gravity vector; all are expressed
in the world frame {W}. The terms ba and bg denote the
accelerometer and gyroscope biases, and t−1

e is the estimate
of the inverse camera exposure time. These are modeled as
random-walk processes.

The filter operates in a standard predict–update cycle. In the
prediction step, high-rate IMU measurements are integrated to
propagate the nominal state, while the covariance is updated
using linearized error-state dynamics. This provides a high-
frequency motion prior and is used to deskew LiDAR points.In
the update step, LiDAR and camera observations are jointly
used to iteratively correct the predicted state. For LiDAR, the
deskewed point cloud is matched to a voxelized local map
and point-to-plane geometric residuals are formed. For vision,
a direct method is adopted: for map points observed in 3D,
photometric residuals are constructed by minimizing patch-
wise intensity errors between the current and reference image

frames. These residuals constrain the system pose; see FAST-
LIVO2 for details. Our main contribution here is to integrate
an additional measurement source—absolute GNSS positions.

2) RTK Measurement Model in IESKF: The novelty of
our front-end IESKF update is that it fuses, within a unified
framework, high-rate LiDAR geometric constraints together
with low-rate yet globally accurate GNSS position constraints.
Once the online trajectory alignment (Sec. III-E) is available,
a continuous GNSS position stream transformed into the
odometry frame {O} is obtained. For a given timestamp k,
we have a GNSS position zgnss,k ∈ R

3 and its transformed
covariance Pgnss,k. This measurement directly observes the
position component of the state, and the measurement model
is:

zgnss = hgnss(x) + ngnss, ngnss ∼ N (0, Pgnss) (2)

The GNSS residual rgnss,k is defined as the difference
between the measured position zgnss,k and the predicted state
position p̂k. Its corresponding Jacobian matrix Hgnss is the
partial derivative of the measurement function h(x) with
respect to the error state δx:

rgnss,k = zgnss,k − p̂k, Hgnss =
∂rgnss,k
∂δx

(3)

Before fusion, we apply Mahalanobis-distance gating for
robustness against GNSS outliers. The squared Mahalanobis
distance is computed as:

d2M = r�gnss,k
(
HgnssPk|k−1H

�
gnss +Pgnss,k

)−1
rgnss,k (4)

where Pk|k−1 is the predicted state covariance. A measure-
ment is accepted only if d2M < χ2

3,1−α (the chi-squared thresh-
old), which effectively rejects measurements inconsistent with
the high-rate motion prior and protects the front-end IESKF
from transient shocks.

During the iterative IESKF update, all LiDAR point-to-
plane residuals {rL,i} and the accepted GNSS residual rgnss,k
are stacked to form the total residual vector rtotal, and their
Jacobians are stacked to form Htotal:

rtotal =

⎡
⎢⎢⎢⎣

rL,1

...
rL,m

rgnss,k

⎤
⎥⎥⎥⎦ , Htotal =

⎡
⎢⎢⎢⎣

HL,1

...
HL,m

Hgnss

⎤
⎥⎥⎥⎦ (5)

Since LiDAR and GNSS measurement errors are uncor-
related, the total measurement covariance Rtotal is block-
diagonal, explicitly encoding our confidence in each measure-
ment:

Rtotal = diag
(
σ2
L,1, . . . , σ

2
L,m, Pgnss,k

)
(6)

Finally, we use the composite measurement model(
rtotal,Htotal,Rtotal

)
and follow the efficient formulations

from FAST-LIO to compute the Kalman gain and state incre-
ment, thereby correcting the predicted state.
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C. Back-End Optimization for Multi-Sensor Fusion

To obtain a globally consistent and smooth trajectory es-
timate, we build a back-end optimization framework based
on an incremental fixed-lag smoother implemented with GT-
SAM [6]. The smoother jointly optimizes the states of a set of
keyframes within a sliding time window by solving a large-
scale nonlinear least-squares problem.

1) Factor-Graph Formulation and MAP Estimation: To
achieve a globally consistent estimate of the system state,
we formulate multi-sensor fusion as a Maximum a Posteriori
(MAP) estimation problem and model it with a factor graph.
As illustrated in Fig. 2, our factor-graph model consists
of variable nodes representing keyframe states and factors
representing different measurement constraints. A factor graph
is a bipartite graph composed of variable nodes (unknown
states to be optimized) and factor nodes (sensor measurement
constraints). In our system, the state at each keyframe k,
denoted xk, consists of the pose Tk ∈ SE(3) in the world
frame {W}, the velocity vk ∈ R

3, and the IMU bias bk ∈ R
6.

Let X = {xk}k∈W be the collection of all state variables
within the current sliding window W .

Fig. 2. Factor-graph structure within a fixed-lag window: system states (poses,
velocities, IMU biases) connected by IMU, odometry, and GNSS factors plus
a marginalized prior.

Our goal is to find the configuration X ∗ that maximizes the
posterior p(X | Z) given the measurement set Z and the prior
p(X ):

X ∗ = argmax
X

p(X | Z) ∝ argmax
X

p(Z | X ) p(X ) (7)

Assuming zero-mean Gaussian measurement noises, maxi-
mizing the posterior is equivalent to minimizing the sum of
negative log-likelihoods over all factors. The MAP problem is
thus converted to a nonlinear least-squares objective:

X ∗ = argmin
X

{
‖rprior(X )‖2

Σprior
+

∑
k∈W

(

‖rimu(xk−1,xk)‖2Σimu
+ ‖rodom(Tk−1,Tk)‖2Σodom

+ I(k ∈ Kgnss) ‖rgnss(Tk)‖2Σgnss

)}
(8)

The prior term ‖rprior(X )‖2Σprior
is crucial. In our fixed-lag

framework, it is not static: to keep a fixed window size for real-
time performance, when the oldest variable leaves the window,
its information cannot be discarded. We therefore marginalize
it, integrating all connected factors into a single marginalized
prior that is attached to the remaining “boundary” variables.
This passes condensed historical information to the current
optimization. Hence, the prior in the objective mainly consists

of this dynamically generated marginalized prior together with
an initial prior used at system start-up to anchor the trajectory.
The remaining terms are measurement factors: rimu, rodom,
and rgnss denote IMU preintegration, odometry, and GNSS
residuals, respectively. The index set Kgnss ⊆ W collects
keyframes with valid GNSS, and the indicator I(·) ensures
GNSS factors are added only where measurements exist.

2) IMU Preintegration Factor: To avoid re-integrating IMU
measurements at every iteration, we adopt manifold IMU
preintegration. Between consecutive keyframes k − 1 and k,
IMU angular velocity and acceleration are integrated to obtain
the relative rotation ΔRk,k−1, velocity change Δvk,k−1, and
position change Δpk,k−1. These preintegrated quantities are
computed in the IMU frame of keyframe k − 1, independent
of the gravity direction and initial pose, and depend only on
IMU biases. The residual is:

rimu(xk−1,xk) =

⎡
⎢⎢⎢⎢⎣

log

((
ΔR̂k,k−1

(
b̂k−1

))T

RT
k−1Rk

)∨

RT
k−1(vk − vk−1 − gΔt)−Δv̂k,k−1

(
b̂k−1

)
RT

k−1

(
pk − pk−1 − vk−1Δt− 1

2gΔt2
)−Δp̂k,k−1

(
b̂k−1

)

⎤
⎥⎥⎥⎥⎦

(9)
3) Odometry Factor: The relative pose ΔT̂k,k−1 from the

front-end LIVO is used as an odometry factor constraining
Tk−1 and Tk. Its residual is defined as:

rodom (Tk−1,Tk) = log
((

T−1
k−1Tk

)
ΔT̂−1

k,k−1

)∨
∈ se(3)

(10)
To enhance robustness against occasional failures or large
drifts in the front-end odometry, a robust loss ρ(·) (e.g.,
Cauchy or Huber) is applied so that the weight of this factor is
downweighted automatically when the residual norm is large.

4) GNSS Factor and Robust Screening: In the back end, the
aligned GNSS measurements are instantiated as unary GNSS
factors to provide long-term global position constraints. The
residual connects the translation of Tk to the GNSS position
zgnss,k:

rgnss(Tk) = translation(Tk)− zgnss,k (11)

GNSS quality is highly sensitive to harsh environments (ur-
ban canyons, tunnels, dense foliage), producing non-Gaussian
noise and outliers. A robust loss alone is insufficient; strict
screening must precede factor insertion. We therefore employ
a multi-stage pipeline—pre-checks on time sync, minimum
travel distance since the last valid GNSS, and reported co-
variance thresholds—followed by Mahalanobis-distance chi-
squared gating. The squared Mahalanobis distance of the
GNSS residual against its innovation covariance is:

d2M = r�gnss,k
(
Hgnss P

marg
k|k H�gnss +Pgnss,k

)−1

rgnss,k
(12)

where Pmarg
k|k is the marginalized posterior covariance queried

from the smoother (more accurate and better conditioned
than the predictive covariance used in the front-end IESKF).
The value d2M approximately follows χ2

3; a measurement is
accepted as an inlier only if d2M falls below a preset threshold
(e.g., 11.345 for a 99% confidence interval), after which the
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GNSS factor is added to the graph. This effectively rejects
GNSS outliers (e.g., due to multipath) and is key to a robust
back-end optimization.

D. Back-End-Guided Front-End Correction

A core innovation of our system is a back-end-guided cor-
rection mechanism that feeds the back-end global optimization
results to the front end, proactively eliminating accumulated
drift and ensuring long-term consistency. The procedure con-
sists of two key stages: back-end–guided map reconstruction,
and registration-refined state correction with an atomic update.

1) Back-End-Guided Map Reconstruction: This procedure
is executed asynchronously by a dedicated background thread
to avoid blocking the real-time front end. When the back-end
smoother (e.g., after receiving GNSS corrections) computes an
updated segment of trajectory, the thread is triggered. It first
retrieves the optimized poses within a time window (e.g., the
most recent N keyframes), {T∗W,Ii

}, together with their raw
historical point clouds {PL,i}. By reprojecting historical point
clouds using these globally consistent optimized poses, a new,
geometrically more accurate temporary voxel map Mtemp is
reconstructed:

Mtemp = BuildVoxelMap
(⋃k

i=k−N

{
T∗W,Ii

(
RIL pj + tIL

) ∣∣ pj ∈ PL,i

})
(13)

This reconstruction effectively removes geometric distortions
in the voxel map caused by front-end drift, yielding a small-
area yet high-precision map.

2) IESKF State Correction and Atomic Map Exchange:
Simply applying a correction to the current state is insuf-
ficient, because it cannot fully resolve the mismatch be-
tween the current frame and the new map. We therefore
adopt a registration-refinement strategy to precisely correct
the current state. We compute a coarse correction transform
ΔTcorr(ΔRcorr, Δpcorr) representing the difference between
the original front-end pose TW,Ik and the back-end optimized
pose T∗W,Ik

at a recent keyframe k:

ΔTcorr = T∗W,Ik
(TW,Ik)

−1
(14)

We then apply this transform to the latest front-end pose and
velocity estimates, T̂curr and v̂curr, obtaining the initial guess
for entering the new map:

T̂curr,guess = ΔTcorr T̂curr,

v̂curr,guess = ΔRcorr v̂curr

(15)

The critical step is to register the current live LiDAR scan
Pcurr to the newly reconstructed, high-accuracy temporary
map Mtemp. Starting from T̂curr,guess, the scan-to-map reg-
istration refines the pose to a final estimate T∗curr precisely
aligned with the new map. For thread safety and seamless
switching, we perform an atomic update: the front end is
briefly locked, the active map pointer is redirected to Mtemp,
and the front-end state is reset to the refined pose T∗curr.

This reconstruct–register–replace correction pipeline ac-
tively pulls the front end back to a globally consistent refer-
ence frame, fundamentally removing accumulated errors and
ensuring integrity and accuracy during long-term operation.

E. Online Trajectory Alignment

To fuse the global position information from GNSS, we
designed an online trajectory alignment module to estimate
and compensate for the unknown transformation between
the local odometry frame {O} and the global GNSS local
ENU frame {E}. This module first establishes a fixed ENU
reference frame using the GeographicLib library, anchored at
the first received GNSS point. Subsequently, by analyzing
the displacement vectors of the two trajectories (odometry
and GNSS) during the initial motion phase of the system,
it analytically computes the heading deviation (rotation) and
origin offset (translation) between them in a single step. Once
this transformation is determined, all subsequent GNSS mea-
surements and their associated uncertainties are transformed
into the odometry frame in real-time. This allows them to
be seamlessly integrated as direct observations into both the
front-end IESKF and the back-end factor graph optimization,
ensuring consistency between global and local information.

IV. EXPERIMENTS

To comprehensively evaluate the performance of our system,
we conduct a series of quantitative and qualitative experiments.
We first describe the experimental setup, and then validate
the superiority of our approach and the effectiveness of its
key modules through quantitative comparisons against strong
baselines and ablation studies. Finally, we demonstrate quali-
tative results and practical value by deploying our system in
large-scale real-world scenarios.

A. Experimental Setup

Our experiments are carried out on a self-built portable
mobile mapping platform (see Fig. 3), which integrates a Livox
Avia LiDAR, a Hikvision industrial camera, and an external
high-precision RTK-GNSS system. All data are processed
in real time on an Intel i9-13900H host. We evaluate on
three public datasets—Railroad-dataset [18], M2DGR [19],
and M3DGR [20]—as well as a private dataset covering
approximately 1.4 km of a complex campus environment.
These datasets span diverse and challenging scenarios from
long-range railways and tunnels to dynamic scenes and weak
textures.

For performance comparison, we benchmark our full
method (Ours) against several advanced baselines: FAST-
LIO2 [1], LIO-SAM [8], and FAST-LIVO2 [2]. For fairness,
FAST-LIO2 and LIO-SAM are both augmented with a unified,
simple loosely coupled GNSS module, denoted as FAST-
LIO2-GPS and LIO-SAM-GPS. We also design two ablated
variants to validate the internal components of our method:
Ours w/o Map Correction (disabling the back-end to front-end
correction feedback) and Ours w/o Outlier Rejection (remov-
ing the robust screening mechanism for GNSS measurements).
The primary quantitative metric is the root mean square error
(RMSE) of the Absolute Trajectory Error (ATE).

B. Quantitative Evaluation and Ablation Analysis

All ATE RMSE results on public datasets are summarized
in Table I.
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TABLE I
ABSOLUTE TRANSLATIONAL ERROR (ATE) RMSE [M] ACROSS PUBLIC DATASETS

Dataset Sequence Dist. (m) FAST-LIO2-GPS LIO-SAM-GPS FAST-LIVO2 Ours w/o Map Corr. Ours w/o Outlier Rej. Ours (Full)

Railroad-dataset
no tunnel 5448.6 4.037 × 130.055 2.565 8.565 0.513
2021-11-11-13-49-48 3091.9 10.667 × 179.430 3.232 6.156 0.578
two tunnels 3494.0 15.881 × 124.902 2.745 8.492 2.106

M2DGR
door 01 142.8 0.484 0.685 0.425 0.768 2.335 0.371
gate 03 248.4 1.049 0.815 0.309 1.203 1.478 0.289
walk 01 263.2 1.887 0.777 0.511 0.846 1.565 0.478

M3DGR
Outdoor01 345.8 0.573 × 0.235 0.923 0.965 0.817
Outdoor04 680.4 × 1.573 0.875 1.428 1.563 1.373
Dynamic04 332.7 2.002 × 1.073 1.592 1.356 1.175

Dist. (m) denotes sequence length. Bold and underline mark the first and second best results per row, respectively. × indicates failure or unavailable result.

GNSS -RTK HK Camera

Signal Synchronization

Livox Avia LiDAR

4 Hz GNSS

USB

10 Hz Point Cloud

sync cable

RJ45

10 H
z R

GB im
age

10 Hz PPS signal

Fig. 3. Our portable mapping platform integrating a Livox Avia LiDAR, a
Hikvision industrial camera, and a high-precision GNSS-RTK unit, with real-
time processing on an Intel i9-13900H host.

1) Performance under large-scale and GNSS-challenging
scenarios: On the most challenging Railroad-dataset, the
advantages of our method are fully demonstrated. This dataset
simulates long-range inspection tasks across mixed environ-
ments (open areas and tunnels), posing a stringent test for
the long-term consistency and global localization capability
of SLAM systems.

On the 5.4 km no tunnel sequence, our full method (Ours)
achieves an ATE RMSE of only 0.513 m, representing a sig-
nificant improvement over the simple loosely coupled FAST-
LIO2-GPS (4.037 m) and the severely drifting FAST-LIVO2
(130.055 m) due to the lack of global constraints. This result
strongly indicates that, for large-scale applications, our back-
end fusion strategy with GNSS is an effective route to high-
accuracy global localization.

Ablation experiments further reveal the key mechanisms
behind this superior performance. First, Ours w/o Map Correc-
tion (ATE 2.565 m) already performs markedly better than pure
front-end methods, suggesting that the back-end factor graph
alone can recover the globally correct shape of the trajectory.
However, its notable gap from our full method (0.513 m)
demonstrates that the active correction feedback from the back
end to the front end is decisive for fundamentally eliminating
front-end accumulation error and unifying the states of the
front and back ends. Second, the failure of Ours w/o Outlier
Rejection (ATE 8.565 m) highlights the absolute necessity of

robust screening. As shown in Fig. 4, without effectively
rejecting anomalous GNSS measurements, erroneous global
information catastrophically corrupts the factor graph and
leads to divergence. This confirms that our Mahalanobis-
distance-based gating strategy is a prerequisite for successful
GNSS fusion.

Fig. 4. Ablation of GNSS fusion: distribution of 3D position error. The
full system exhibits the tightest error distribution with the lowest median and
mean, while removing outlier rejection leads to a wider spread with numerous
outliers, and removing map correction results in a slightly degraded but still
bounded distribution.

In the two tunnels sequence, GNSS signals are completely
lost for extended periods. Under such extreme conditions,
LIO-SAM rapidly diverges after losing GNSS constraints,
whereas our method not only maintains a stable trajectory
estimate but also achieves a final ATE of 2.106 m. This is
because our system degrades effectively to a high-performance
LiDAR–inertial odometry during GNSS outages and, upon
signal recovery, uses robust screening and active correction
feedback to pull the drifted tunnel trajectory back to the
globally correct position, thereby ensuring long-term stability
after GNSS returns.

2) Competitiveness on general SLAM datasets: To verify
the generality of our framework, we further evaluate it on two
widely used SLAM benchmarks, M2DGR and M3DGR. On
M2DGR, where GNSS signals are relatively weak, our method
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attains state-of-the-art accuracy (e.g., on the gate 03 and
walk 01 sequences) by jointly smoothing IMU and odometry
factors and applying global corrections using sparse yet valid
GNSS measurements.

On M2DGR, our approach exhibits strong competitiveness;
for instance, it achieves the best accuracy on both gate 03
and walk 01. This highlights the advantage of our back-end
framework under weak GNSS constraints. Rather than simply
relying on GNSS, it continuously performs joint smoothing of
IMU pre-integration factors and front-end odometry factors
to construct a high-precision, internally consistent relative
trajectory. When a sparse but reliable GNSS measurement
passes our robust screening, it can effectively provide global
correction to this high-quality relative trajectory. This demon-
strates the adaptability of our multi-sensor fusion strategy,
which leverages all available information sources to deliver
high-accuracy localization, outperforming standalone LIO or
LIVO systems.

Notably, on certain short M3DGR sequences (e.g., Out-
door01), our error is slightly higher than that of the pure front
end FAST-LIVO2. We attribute this mainly to the fact that
drift is not yet significant over short trajectories, and that the
GNSS in this dataset lacks informative covariance, making it
challenging for our back end to filter low-quality measure-
ments and introducing mild perturbations to an otherwise lo-
cally precise trajectory. This observation also underscores the
importance of accurate measurement uncertainty for achieving
optimal sensor fusion.

C. Qualitative Evaluation

To intuitively demonstrate the performance of our system,
we visualize the optimized trajectories and the reconstructed
point-cloud maps.

As shown in Fig. 5, on the most challenging Rail-
road/two tunnels sequence, our method (red trajectory) closely
matches the ground truth (black dashed) along all axes. Even
after prolonged GNSS outages caused by long tunnels, the tra-
jectory rapidly reconverges to the ground truth once the signal
resumes, whereas other methods exhibit significant divergence
or drift. To further verify global consistency, we project the
point-cloud map of this sequence onto satellite imagery, as
shown in Fig. 6. The resulting map aligns precisely with
the railway alignment in the satellite image, demonstrating
excellent georeferencing accuracy.

Finally, we deploy our system on a private campus dataset
spanning 1.4 km to assess its end performance in the real
world. As shown in Fig. 7(a), the left shows a front-end-only
method and the right shows our full method; our approach
produces a globally consistent, distortion-free colored point
cloud. Thanks to back-end global optimization and correction
feedback to the front end, building contours are sharp, road
edges are crisp, and there is no ghosting even in loop-
closure areas. In contrast, the front-end-only method suffers
from significant cumulative error, producing visible ghosting
and geometric distortion in loop regions. Moreover, Fig. 7(b)
overlays the reconstructed map and trajectories onto satellite

Fig. 5. Railroad/two tunnels XYZ trajectory comparison. The proposed
method (red) closely matches the ground truth (black dashed) along all axes
and rapidly reconverges after GNSS recovery, while competing methods drift
or diverge.

Fig. 6. Railroad tunnel scene: reconstructed point-cloud map projected
onto satellite imagery. The map aligns precisely with the railway alignment,
demonstrating high georeferencing accuracy.

imagery. The blue trace illustrates the drifting path estimated
by the standalone front-end odometry, while the red trace de-
notes the globally corrected trajectory derived from the back-
end optimization. The precise alignment of the red trajectory
with the satellite base map further confirms the high-accuracy
georegistration of our results.

V. CONCLUSION

This paper presented a robust and high-accuracy H-GLIVO
SLAM framework. The core innovation lies in enabling
bidirectional information flow between a real-time front-end
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(a)

(b)

Fig. 7. Private-campus dataset: (a) Globally consistent, ghosting-free colored
point-cloud map with highlighted loop/repetitive regions; (b) Satellite overlay
of map and trajectory verifying accurate georegistration.

odometry and a back-end global smoother. Through a back-
end–guided correction mechanism, the framework leverages
the globally optimized trajectory to asynchronously recon-
struct the front-end map and rectify the front-end state.
This active feedback fundamentally eliminates accumulated
drift in the front end and ensures long-term global consis-
tency. Extensive experiments on multiple public and private
large-scale datasets validate the effectiveness of the proposed
method. Quantitative results show substantial accuracy gains
over baseline systems in long-range and GNSS-challenging
scenarios. Ablation studies further confirm the necessity of our
robust GNSS screening strategy and the back-end-to-front-end
correction feedback for achieving superior performance.
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